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Abstract 

Despite the introduction of more visually based 
social applications, text is still the prevalent media 
type on the internet. For example, photo based 
applications such as Instagram or Snapchat still have 
text accompaniment features. For many 
applications, text is an essential addition to the 
application and is proven to still be a trans-
application means of communication. On the other 
hand, text is also constantly evolving in the digital 
landscape, especially in sub-communities of users.  

In this paper, I focus on how social media sites 
address changes in language revolving around 
gender in their methods of parsing and dealing with 
data that might not be stereotypically gendered.  
The fundamental question I posit in this paper is: is 
there a way to predict gender using non-biased 
features? If so, what are good linguistic features that 
can predict gender without relying too much on 
highly gendered features? Based on my findings, the 
question evolves to whether or not these features 
will prove to be universal, and will be able to predict 
gender despite changing colloquialisms in text. My 
research methods will include researching current 
colloquialisms used by queer communities, to 
support my argument that the textual landscape on 
the Internet is ever-changing and does not conform 
to traditional gender binaries anymore. The 

 

1  Greenwood, Shannon, et al. “Social Media Update 
2016.” Pew Research Center: Internet, Science & Tech, 11 Nov. 
2016, www.pewinternet.org/2016/11/11/social-media-update-
2016/#. 

AdaBoost algorithm is used because of its accurate 
prediction, simplicity, and varied successful 
applications. It is then further designed for gender 
identification. Experiments on gender biased 
subsets of a large text corpus (Blog Author Corpus) 
pinpoint features that are most influential as gender 
discriminators.   

1. Introduction  

 In 2016, the Pew Research Center published 
a study on American use of social media sites and 
their usage. The Pew Research Center found that 
there is a growing number of people using Facebook. 
In particular, Facebook has observed an increase in 
users who are older adults1. They found that while 
other social media sites are retaining their same 
numbers of users, Facebook is growing to the point 
that 68% of Americans now use the site regularly.2 
In comparison, the Pew Research Center found that 
image based sites such as Pinterest and Instagram 
did not experience the same growth in users.3  

 This might be an example of how social 
communication sites that focus on text are still an 
important, pervasive part of our digital experience. 
In conjunction with their increased growth, 
Facebook is a rare social media site that has 
experimented with their use of language concerning 
gender.  In 2014, Facebook offered, for a short 

2  Ibid.  

3  Ibid.  



period of time, 58 different gender identifications. 
However, this practice and the associated options 
for individuals quickly went away. Today, Facebook 
has limited a user’s gender option to three choice: 
“female”, “male”, and “custom” 4, in which the user 
is asked to write a short sentence describe 
themselves. However, because of Facebook’s 
monetization structure, there is significant pressure 
for the company to categorize users who use the 
custom gender option within the “male” – “female” 
binary.5  

 Even though Facebook does treat users 
within a gendered binary, companies like Facebook 
can shed light on how users might fall more within a 
gender spectrum than originally considered. The 
problem that they face is how to draw gendered 
features from a user who is more nuanced in how 
they perform their gender through text. In Rena 
Bivens’ article “The gender binary will not be 
deprogrammed: Ten years of coding gender on 
Facebook”, she catalogs ten years of gender options 
by Facebook and reveals an interesting point about 
social media users, text, and gender: the language 
around gender (how one defines oneself), and how 
that is reflected in text, changes drastically and, 
most importantly, social media companies like 
Facebook feel pressured to reflect changing 
perspectives on gender in how they present their 
company.6   

 The GLAAD Media Reference guide offers 
insight into the fluid lexicon around gender and 
sexuality found in texts. The GLAAD Media 
Reference just published its 10th Edition, with 
significant changes included, in particular around 

 

4  Facebook.com 
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the term “LGBT”. They move the formal lexicon to 
the more inclusive term “LGBTQ”.7 However, even 
with its most recent publishing, the GLAAD media 
reference has already fallen behind, as there are 
new terms coming to light such as LGBTQI, LGBTQIA, 
or LGBTQIA+.8 The language around sexuality and 
gender is ever changing, and so a model that is 
trained using features that focus on orthodox or a 
classical lexicon of language might not be able to 
evolve with the rapidly evolving language of 
different communities online.  

 This paper does not seek to prove that, 
through text, there is a gender spectrum, or to 
change Facebook’s business practices. Instead, it 
looks to address the problem of identifying gender 
in a changing textual landscape in which the 
language, and understanding, concerning gender 
itself is constantly morphing. It is important to note 
that in this paper, there is a distinction between sex 
and gender. While sex is biologically founded, 
gender is a social construct. When using the terms 
“female/male” in this paper, the terms refer to the 
sex of those being referred to, not their gender.  In 
this paper, there is an understanding that not all 
men are masculine, and not all women are feminine. 
As such, this paper’s focus in predicting gender 
through text is not in using stereotypical “feminine” 
or “male” features, but instead in observing the 
influence of neutral features in predicting the sex of 
a user. This paper will build the reader’s 
understanding of the academic context concerning 
gender prediction through text by comparing past 
related works with my approach in Section 2. In 
Section 3, I will then describe the data set that I use 

7  “GLAAD Media Reference Guide - 10th Edition.” 
GLAAD, Gay & Lesbian Alliance Against Defamation, 12 Jan. 
2017, www.glaad.org/reference. 
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in this study, and then my methodology in Section 4. 
My results and analysis then culminate in a 
discussion of the findings presented in this paper, 
and the implications for future research.  

2. Related Work 

 In this paper, I draw from three main papers 
that address the issue of predicting gender in 
different ways, two of which use the data I am using 
directly. The first paper I draw from is Na Chen, R. 
Chandramouli, and K.P. Subbalakshmi’s study 
“Author gender identification from text”. In their 
study, they sought to answer the question of how to 
predict whether an author is a man or a woman, 
given a shortened body of text. The authors of this 
study emphasized the importance of using 
shortened texts to make a gender prediction 
because of the nature text is often available online. 
The authors cited Twitter, Myspace, and Facebook 
as examples of how shortened texts are often the 
norm for text on websites, especially social media 
sites. As such, the authors claim, it was important to 
build a model that did not necessitate a longer 
length associated with the author to make a 
prediction. 9  

 The primary strengths of this study that I 
draw from for my own exploration are the following: 
The first is the authors’ approach towards 
formulating their learning model’s feature. Although 
my study will not focus on the length of text 
produced by various users, the authors of this study 
pinpointed “neutral” features, meaning features 
that do not explicitly connote gender (for example: 
a gendered pronoun), and tested their findings 
across a series of sub-datasets of shortened text 
lengths. In their study, they focused on two datasets 
to test their hypotheses. The first dataset they used 
was the Reuters Corpus Volume 1, a collection of 

 

9  Cheng, Na, et al. “Author Gender Identification from 
Text.” Digital Investigation, vol. 8, no. 1, Elsevier, July 
2011, pp. 78–88, doi:10.1016/J.DIIN.2011.04.002. 

newsgroup data collected from Reuters.com, an 
international multimedia news agency. This dataset 
provided a variance in subjects within the texts, an 
important part of the process to find “neutral” 
features that can be applied across different 
datasets.  The authors then used a corpus of e-mails 
from Enron, an energy company based in Houston, 
Texas. These emails were made public by the Federal 
Energy Regulatory Commission after the company 
went bankrupt in 2001.  While the data material the 
authors used in their study is different than mine, 
their methods are important for my purposes. In this 
study, part of their approach is also their weakness 
in that they correlate the two data sets as equal. In 
their study, they experimented with three 
algorithmic learning methods: SVM, AdaBoost 
Decision Tree, and Logistic Regression and found 
that SVM worked best.  

 Another study that focuses on texts with 
restrictive text lengths is the study by John D. Burger, 
John Henderson, George Kim, and Guido Zarrella 
titled “Discriminating Gender on Twitter”.  One 
important feature of their study is that they focused 
on multi-lingual texts from a corpus they 
accumulated from Twitter. While my study does not 
discern across different languages, it does have to 
deal with colloquialisms, or slang, that might 
confuse a model focused on grammatically correct 
English sentences. Furthermore, I found their 
approach particularly useful when trying to build a 
model that might reflect changes in the language of 
gender. However, the study focused too heavily on 
the role of full names and user names in predicting 
gender. While the model’s performance did benefit 
from the inclusion of the full name and username as 
features, it is not reflective of how text is often 
presented online, as often users take steps to retain 

 



anonymity by not including their name or using 
non-specific usernames to identify themselves.10    

3. The Corpus 

3.1 The Blog Authorship Corpus  

The larger Blog Authorship Corpus is a 
collection of posts from 19,320 bloggers on 
blogger.com. The posts were collected in August 
2004, and include a total of 681, 288 posts (which 
results in a total of 140 million words). In the Blog 
Authorship Corpus, each blog is represented by a 
separate instance, and includes a self-provided 
gender, age, and astrological sign. Furthermore, 
there is an equal number of self-identified male 
and female bloggers.11   

3.2 Blog Authorship Subset Corpus 

For the purposes of this study, I am using a 
subset of the corpus, provided by Dr. Carolyn P. 
Rosé, professor at Carnegie Mellon University in 
Applied Machine Learning. The subset of the Blog 
Authorship Corpus will be the referred to for the 
purposes of this paper as “The Blog Authorship 
Subset Corpus.”  In the Blog Authorship Subset 
Corpus, the dataset has retained the same initial 
features of gender, age, occupation, and sign. More 
specifically, the distribution of instance is distributed 
as follows:  

age female male total percentage 
<13 0 0 0  
13-17 198 254 452 23% 
18-22 0 0 0  
23-27 582 546 1128 56% 
28-32 0 0 0  
33-37 120 104 224 11% 
38-42 59 52 111 6% 
43-48 41 43 84 4% 
>48 0 0 0  

Figure 1: Blog Authorship Subset Corpus Distribution over Age 
and Gender 

 

10  Burger, John D., et al. Discriminating Gender on Twitter. 
2011, pp. 1301–09. 

Figure 2: Blog Authorship Subset Corpus Distribution over Sign 
and Gender 

occupation female male total 
arts 76 100 176 
communications-
media 100 100 200 
education 100 100 200 
engineering 100 100 200 
internet 100 100 200 
law 100 100 200 
non-profit 100 99 199 
science 100 100 200 
student 100 100 200 
technology 100 100 200 
    total 1000 999 1999 
Figure 3: Blog Authorship Subset Corpus Distribution over Sign 
and Gender 

 
From the distributions illustrated in the 

tables above, one can assume that the Blog 
Authorship Subset Corpus does not reflect the actual 
distribution of all blogs for these attributes, as each 
feature is evenly distributed between each gender. 
This is also important to note as it affects the 

11  .cs.biu.ac.il, Aug. 2004, 
u.cs.biu.ac.il/~koppel/BlogCorpus.htm. Accessed 26 Sept. 2017. 

sign female male total 
Aquarius 76 98 174 
Aries 64 85 149 
Cancer 108 87 195 
Capricorn 63 68 131 
Gemini 102 83 185 
Leo 95 77 172 
Libra 72 76 148 
Pisces 84 76 160 
Sagittarius 80 79 159 
Scorpio 84 93 177 
Taurus 83 77 160 
Virgo 89 100 189 
   0 
Total 1000 999 1999 

 



proportion of specific style-related textual content 
over others. For example, because the largest age 
group is the 23-27 year old demographic, it is likely 
that there is a higher frequency of neologisms 
(words such as “lol”, “haha”, or “ur”), a type of text 
that younger adults often use more frequently than 
older adults, in the data set. However, because the 
subset has an equal proportion of female and male 
instances, I hypothesized, based on my research, 
that the subset of the corpus has the following 
features in equal number:  

 
1. That because half of the instances are 

female, half of the posts will use more 
pronouns and assent/negation words, while 
the male posts will use more articles and 
prepositions.12  

2. The female instances (and so half of the 
dataset) will not use hyperlinks to the same 
extent that the male bloggers will.13 

3. That half of the instances will demonstrate 
more “personal” writing as female bloggers 
as the posts’ subjects collected in the corpus 
by female bloggers are on more personal 
subjects. 14 

The features described are drawn from Jonathan 
Schler, Moshe Koppel, Shlomo Argamon, and James 
Penebaker’s study “Effects of Age and Gender on 
Blogging”, in which they analyzed the full Blog 
Authorship Corpus and catalog the most frequent 
features found in female and male instances. 

4.  Author gender identification 
4.1 Problem formulation 

Because the corpus has an equal number of 
female and male bloggers represented in the data 

 

12  Schler, Jonathan, et al. Effects of Age and Gender on 
Blogging. 
http://u.cs.biu.ac.il/~schlerj/schler_springsymp06.pdf. 
Accessed 3 Dec. 2017. 

13  Schler, Jonathan, et al. Effects of Age and Gender on 
Blogging. 
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Accessed 3 Dec. 2017. 

set, one of the pros of any model built to predict 
gender using this data set is that the model will be 
built using features that work to predict each gender 
at the same time. However, this sheds little light on 
how the features affect the performance of gender 
prediction for the individual genders. As such, this 
paper explores different feature sets on sub data 
sets that are biased towards different genders.  

4.2 Procedure Outline  

The gender prediction problem is a binary 
classification problem as there are two classes (male 
or female) that can be attributed to an instance. The 
object of this paper is to build a model that can 
assign one of these classes to an anonymous text. In 
this section, the process for training a classifier to 
predict gender is outlined. Data preparation for both 
the baseline is outlined in Section 4.3, along with 
how the data from the Blog Authorship Subset 
Corpus is divided into the following categories: 
development, train, test, and holdout sets. In 
Section 4.4, a description of how data from the 
training data set of the Blog Authorship Subset 
Corpus is subdivided into experimental data sets in 
described. In Section 4.5, a baseline performance 
exploration is performed on the development set of 
the Blog Authorship Subset Corpus, using a Decision 
Tree learning algorithm with default settings trained 
on the training dataset and run on the test dataset. 
In Section 4.6, the same baseline performance is 
performed on the experimental data set, and used 
for comparison in Section 5. In Section 4.7, different 
feature selection methods are explored. Based on an 
analysis of change in performance on the 
experimental datasets, a new model is built and then 
optimized using the training and test datasets. The 

 

14  Schler, Jonathan, et al. Effects of Age and Gender on 
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results of this process are then presented in Section 
5.  

 

4.3 Data preprocessing for baseline  

To prepare my dataset, I first randomized the 
instances by creating a new column, using the 
formula “=Rand()”, and then sorting the instances by 
the new column. I then divided the randomized 
dataset in the following order: 20% for 
development, 10% final testing, and 70% for 
training/testing. These categories were determined 
by sequentially choosing the instances in order, 
moving from the top to the bottom of the dataset 
and collecting the instances for each category. While 
this ensured random data across the different 
categories, a weakness of this method is that the 
different features of the data set were not 
represented equally in each category.  

gender CV DV FINAL TEST 

female 660 241 99 

male 673 226 100 

Total 1333 467 199 

Figure 4: Blog Authorship  gender distribution 

age CV DV TEST 

<13 0 0 0 

13-17 296 104 52 

18-22 0 0 0 

23-27 753 166 109 

28-32 0 0 0 

33-37 153 52 19 

38-42 75 26 10 

43-48 56 19 9 

>48 0 0 0 

Figure 5: Blog Authorship age distribution 

 

 

 

sign CV DV TEST 

Aquarius 124 36 14 

Aries 120 17 13 

Cancer 138 38 19 

Capricorn 91 32 8 

Gemini 113 50 21 

Leo 100 50 22 

Libra 95 28 25 

Pisces 93 50 17 

Sagittarius 106 42 11 

Scorpio 114 42 21 

Taurus 114 37 9 

Virgo 125 45 19 

Total 1333 467 199 

Figure 6: Blog Authorship sign distribution 

occupation CV DV TEST 

arts 120 53 27 

communications-media 126 56 18 

education 138 43 19 

engineering 126 42 22 

internet 141 38 21 

law 142 38 20 

non-profit 126 58 15 

science 131 48 21 

student 142 36 22 

technology 141 45 14 

Figure 7: Blog Authorship distribution by occupation 



4.4 Data preprocessing for experiments 

For the experimental datasets, I created two 
datasets from the train/test data of the corpus. The 
first dataset is a gender biased dataset in favor of 
female instances with 75% of the instances female, 
and 25% male. The second dataset is gender biased 
in favor of male instances with 75% of the instances 
male, and 25% female. Both datasets contain 600 
instances from the training data of the corpus, and 
were then randomized following the same process 
as the primary data set.  

4.5 Baseline Performance of Blog Authorship 
Subset Corpus 
 

In this section, I outline the algorithm and 
learning method used to build the baseline, and 
subsequently, the model for predicting gender in 
this study. In Section 4.5.1, I outline and describe the 
learning method itself and settings I use in 
LightSide15, an analysis tool for machine learning 
used to extract features from text, train a model, 
and predict labels for new data, along with WEKA, an 
open source data mining software developed by The 
University of Waikato16.  This study uses LightSide as 
the primary means of exploration and 
experimentation because of the software’s ease in 
working with text.  

 
4.5.1 Decision Tree and the AdaBoost 

algorithm 
 

A decision tree is built building a tree structure 
that represents how a measure related to 
information gain contributes to the structure. A 
decision has two main components: branches and 
nodes. First there are two types of nodes: internal 

 

15LightSide Researcher's Workbench, Carnegie Mellon 
University, ankara.lti.cs.cmu.edu/side/. 

16“Weka 3: Data Mining Software in Java.” Weka 3 - Data 
Mining with Open Source Machine Learning Software in Java, 
The University of Waikato, www.cs.waikato.ac.nz/ml/weka/. 

and terminal nodes. Internal nodes represent 
features (or attributes) while terminal nodes 
represent class labels. Branches, which represent 
the outcome of tests, connect nodes, forming a path 
that can be traced from a root node, to a terminal 
node that results in the class prediction. While a 
decision tree is a classic learning method used across 
a variety of applications, when used with data that 
contains a high variance, decision trees can cause 
overfitting.17 When combined with the AdaBoost 
algorithm, an “adaptive boosting” ensemble 
method, the learning method can build a model with 
better accuracy and simplicity. Most importantly, 
because the AdaBoost algorithm, focuses on 
building a stable model that can withstand variance 
in the data, this study uses this combination to 
counter the effect of overfitting often attributed to 
decision trees. 18 

 
4.5.2     Baseline Performance 

 
To build the baseline performance for this study, 

I set up the default features of a Decision Tree with 
the AdaBoost algorithm in WEKA. This baseline was 
built using the data set with no preprocessing and a 
supplied test set.  

baseline performance values 
Accuracy 0.5319 
Kappa 0.0631 

Figure 8: Blog Authorship Subset Corpus baseline performance 
Using Default WEKA Settings for Decision Tree and AdaBoost 

 
4.6 Baseline Performance of Experimental Sub 

Datasets 

Using the same methods, I then determined the 
baseline performance for the two biased sub data 

17 Witten, I. H., et al. Data mining: practical machine learning 
tools and techniques. Morgan Kaufmann, 2017. 

18 Ibid.  



sets I compiled for the experiments along with a 
supplied test set. The purpose of this step is to 
create a baseline of understanding and then to see 
which features affect the performance of the model 
in a biased setting.  

baseline 
performance 

Sub Data Set: 
Female - 75%, 
Male - 25% 

Sub Data Set: 
Female - 25%, 
Male - 75% 

Accuracy 0.6889 0.625 
Kappa 0.091 -0.0345 

Figure 9: Baseline Performance for gender biased sub data sets 

 From the baseline performance, one 
observes that the experimental data set that is 
biased towards female instances does not have a 
significantly better performance than the data set 
that is biased towards male instances. However, 
because the female biased data set did perform 
marginally better than the male biased data set, this 
result was taken into account in the error analysis in 
the following section.  

4.7 Error Analysis and Feature selection 

4.7.1 Error Analysis   

As mentioned above, I found that the 
decision tree learning method performed more 
accurately on the data set that had 75% female 
instances versus the one that had 75% male 
instances. In the female biased data set, the 
model inaccurately predicted 32 female 
instances, and 26 male instances, while the male 
biased data set false predicted 204 female 
instances and 206 male instances. This led me to 
believe that the decision tree learning method 
focused too heavily on features that were more 
often attribute to female bloggers instead of 
male.  

 

19 Cheng, Na, et al. “Author Gender Identification from Text.” 
Digital Investigation, vol. 8, no. 1, Elsevier, July 2011, pp. 78–
88, doi:10.1016/J.DIIN.2011.04.002. 

Given the slightly improved performance in 
the biased data set towards female instances, I 
focused my error analysis around the hypotheses I 
researched on the differences in textual styles 
between female and male bloggers. In my analysis, I 
found that neologisms did not affect the learning 
method, or have as much of an impact on the model’s 
predictive efforts, as much as structural features did. 
Part of my hypotheses were found to be correct in my 
error analysis as I found that features that denoted 
personal subjects such as “my” had a low horizontal 
absolute difference in the female biased model but a 
higher horizontal absolute difference in the male 
biased model.   

4.7.2 Feature Selection 

 My observations during the error analysis 
phase of the study impacted the exploratory feature 
selection phase detailed and categorized in this 
section.  

 Function word features:  These features do 
not have clear lexical meanings and instead serve to 
illustrate grammatical relationships between words 
in a sentence. In the study “Author gender 
identification from Text” by Cheng et al., the authors 
used function word features to illustrate how 
“women make frequent use of emotionally intensive 
adverbs and affective adjectives” while men 
“express ‘independence’ and assertions” while using 
“more first-person singular pronouns”19. For this 
study, I instead parsed features to draw dependency 
relationships between how men and women 
structure their sentences.  

 Syntactic features: These features give 
insight into an author’s writing style at a smaller 
level. Instead of looking at a text as a whole, these 
features give an understanding at a sentence level as 
it includes regular, and irregular punctuation 



decisions (such as comma, colons, and multiple 
question/exclamation points. This feature category 
proved useful as they draw focus to the different 
habits of using punctuation between men and 
woman as, for example, women tend to use more 
question marks.20 For this study, I introduced 
syntactic features by including the “count 
occurrences” and “line length” feature in LightSide.  

 Word-based features: These features draw 
the focus closer to the actual content of the text and 
offer researchers more granular tools for text 
analysis between instances. While in the study by 
Cheng et al. they focused on the frequency of certain 
words21, I used stretchy patterns in LightSide to 
introduce positive and negative emotional, along 
with female and male pronoun word features to the 
learning method. More specifically, I used a pattern 
length between two and four with a gap length of 
one, and the word categories: strong negative words 
(such as awful, bad), strong positive words (such as 
amazing and best), and pronouns (for example he, 
her, and their).  

5. Experimental results 

5.1 Process  

 This section explores the influence of the 
parameters on both the female and male biased 
data sets. Following the previous section’s 
organization, this section analyses the influence of 
each feature set. In Section 5.2, I analyze the 
impact of the parameters of the gender biased set 
in comparison to each experimental data set’s 
baseline performance.  

5.1 Impact of feature sets 

To better understand the significance of the 
feature sets, each feature set was used individually 
with each gender biased data set. The performance 

 

20  Cheng, Na, et al. “Author Gender Identification from 
Text.” Digital Investigation, vol. 8, no. 1, Elsevier, July 
2011, pp. 78–88, doi:10.1016/J.DIIN.2011.04.002. 

documented demonstrates the change in 
performance of the model when used with 
different features sets and the default basic 
features in LightSide. Furthermore, all values 
recorded are the performance of the model, with a 
ten-fold cross-validation, and with a supplied test 
set.  

  For the male biased sub data set, each 
parameter produced a net increase in the Kappa 
value of the model, however the syntactic features 
and word-based features resulted in a decrease in 
accuracy.  

Accuracy and Kappa comparison 
through one feature subset at a 
time - Male biased sub data set 
(male = 75%, female = 25%)   
   Feature Subset Accuracy Kappa 
Baseline 62.5% -0.0345 
Function word features 63% 0.0088 
Syntactic features 52% 0.0615 
Word based features 56% 0.1417 
Combined features 61% 0.0714 

Figure 10: Feature set performance values, male biased sub 
data set 

Figure 11: Performance impact by feature set, comparison 

with baseline performance of male gender biased sub data set.
  

When comparing performances, only the 
function word feature set impacted the 
performance of the model in a positive manner. 

21  Cheng, Na, et al. “Author Gender Identification from 
Text.” Digital Investigation, vol. 8, no. 1, Elsevier, July 2011, pp. 
78–88, doi:10.1016/J.DIIN.2011.04.002. 

Impact of parameter on Male biased sub 
data set (male = 75%, female = 25%)  
Feature Sets Accuracy Kappa 
Baseline 62.5% -0.0345 
Function word features +0% +0.0433 
Syntactic features -10% +0.096 
Word based features -6% +0.1762 

 



However, when comparing the Kappa, each feature 
set improved the Kappa of the decision tree model 
for the male gender biased data set.  

Accuracy and Kappa 
comparison through one 
feature subset at a time - 
Female biased sub data set 
(female = 75%, male = 25%)   
   

Feature Subset Accuracy Kappa 
Baseline performance   
Function word features 0.6739 0.0849 
Syntactic features 0.561 0.1088 
Word based features 0.5807 0 

Figure 12:Feature set performance values, female biased sub 
data set 

 

Impact of 
parameter 
(absolute 
difference)  

Feature Subset Accuracy Kappa 
 Baseline performance 0.6889 0.091 
Function word features -1% -0.0061 
Syntactic features -13% +0.0178 
Word based features -11% -0.091 

Figure 13:Performance impact by feature set, comparison with 
baseline performance of female gender biased sub data set. 

 For the female biased sub data set, each 
feature set did not improve the performance of 
the model in terms of accuracy. When comparing 
Kappa, on the other hand, syntactic features did 
improve the Kappa performance of the female 
biased data set.  

5.2 Performance comparison 

From my observations on the performance of 
the isolated feature sets on the gender biased sub 

data sets, I decided to focus on syntactic features in 
building my model because it was the feature set 
that improved the Kappa of both sets of gender 
biased data sets. In addition to the count occurrence 
and line length features. The performance of the CV 
dataset for the Blog Authorship Sub Corpus was 
affected as follows (each performance value was 
calculated using a supplied test set):  

 Baseline 
With syntactic 
features 

Accuracy 53% 61% 
Kappa 0.0631 0.2218 

Figure 14: Performance comparison with baseline model 

To calculate this performance, I used the WEKA 
Experiment Environment with train/test pairs 
created using the StratifiedRemoveFolds filter in the 
WEKA Explorer. I also used the AttributeSelection 
filter in WEKA and limited the search termination to 
“5”. With the default settings of the AdaBoost 
classifier, the performance of the learning method 
increased by 53% to 61% accuracy, and 0.0631 to 
0.2218 Kappa statistic.  

5.3 Optimization 

For my optimization process, I focused on 
tuning the confidence factor of the model’s 
decision tree learning method. I anticipated that a 
smaller confidence factor would reduce the 
decision tree’s pruning, and so reduce the error 
rate of the learning method. 

fo
ld  

Confi
dence 
factor 
= 0.25 

Confi
dence 
factor 
= 0.20 

Confi
dence 
factor 
= 0.15 

Opti
mal 
Sett
ing 

Test 
Set 
Perfor
mance 

aver
age 

1 58.14 57.47 59.49 0.15 55.06  
2 60.97 59.46 60.87 0.25 69.89  
3 57.13 57.5 57.4 0.2 58.4  
4 57.22 57.5 57.4 0.2 54.91  

5 59.79 57.82 60.83 0.15 56.72 
58.9

96 
Figure 15: Optimization results 



Significance 
test  

58.14 55.06 
60.97 69.89 
57.13 58.4 
57.22 54.91 
59.79 56.72 

  
p-value =  0.4435941 

Figure 16: Significance test 

After having performed a significance test, I 
found that the tuning procedure did not improve 
the performance of the learning model. As such, 
the default settings of WEKA proved to be 
advantageous.   

6. Final Result 
 

The final model was build using a combined train-
test sets, and then tested on a final test set using the 
AdaBoost M1 method with a J48 classifier. Using this 
method, 61% of the instances were correctly 
classified, an improvement from the baseline 
performance of 53% with an improvement of the 
Kappa statistic from 0.0631 to 0.2218.  

 
7. Discussion 

This paper explored the problem of gender 
identification from text is as an interplay between 
social expectations, linguistics, and writing styles 
between men and women. The experimental results 
show that the by observing how feature sets 
perform with smaller data sets with different ratios 
of female and male instances, one can understand 
further how algorithms perform with different 
textual attributions associated primarily with one 
gender over another.  

In this study, a decision tree learning method 
was explored in two different data contexts: the first 
being a data set with the majority of instances being 
male, and the second with the majority of instances 
being female. I found that different feature sets did 
not perform equally with the different data sets, 

which informed my decision on which steps to take 
to build a model that could predict both genders. In 
the case of the Blog Authorship Corpus, I found that 
syntactic features improves the performance of 
both data sets, no matter which gender was 
prevalent. When the explored features were then 
used to build a model over the Blog Authorship 
Corpus, an improved was observed.  

The findings described in this paper 
demonstrate that there are neutral, non-gender 
specific features that can be used to predict both 
genders from their associated text. These findings 
offer a counter-point to studies in gender prediction 
that rely heavily on gender specific features.  

While the limitations of this paper are that, 
because the feature sets chosen had to demonstrate 
an improvement for both male and female biased 
data sets, this limited the scope of features used. 
However, I believe that the methods delineated in 
this study can be useful to researchers hoping to find 
commonalities in texts across both genders.  
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